
Protego: Overload Control for Applications 
with Unpredictable Lock Contention

Inho Cho*    Ahmed Saeed† Seo Jin Park* 
Mohammad Alizadeh*      Adam Belay*

* †

1



Load Imbalance Unexpected user traffic

Packet bursts Redirected traffic due to failure

!
!

Server Overload
2



Congestion Collapse
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Overload Control
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Delay as Congestion Control Signals
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Overload Control: AQM
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Overload Control: AQM
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Overload Control: Admission Control
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Overload Control Mystery
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Synchronization for Shared Data
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How can we achieve both high throughput 
and low tail latency?
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Protego
Overload control for applications with unpredictable 
lock contention

Component Role
Active Synchronization 
Queue Management 
(ASQM)

Ensure low latency for all the 
datapath

Performance-driven 
Admission Control

Achieve high throughput with 
efficient resource usage
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At request arrival:
budget := target – p99_network – p99_service

Shared
Data

request CPU

Active Synchronization Queue Management 
(ASQM)
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Shared
Data

request CPU

At enqueue:
qdelay = now – oldest.enque_tsc
if budget >= qdelay:
enqueue

Active Synchronization Queue Management 
(ASQM)
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Shared
Data

request CPU

At enqueue:
qdelay = now – oldest.enque_tsc
if budget >= qdelay:
enqueue

else:
drop the request

Drop
failure

Active Synchronization Queue Management 
(ASQM)

12



At dequeue:
budget -= queueing delay

Shared
Data

request CPU

Active Synchronization Queue Management 
(ASQM)
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Active Synchronization Queue Management 
(ASQM)

At dequeue:
budget -= queueing delay

Shared
Data

request CPU
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Performance with ASQM
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Performance with ASQM (uncongested)
Shared
Data

Shared
Data

20%

80%?

0
50

100
150
200
250

0 0.5 1 1.5

Th
ro

ug
hp

ut
(R

PS
)

Offered Load (kRPS)

0
100
200
300
400

0 0.5 1 1.5

Offered Load (kRPS)

p9
9 

La
te

nc
y 

(u
s)

0%
20%
40%
60%
80%

100%

0 0.5 1 1.5
Offered Load (kRPS)

D
ro

p 
Ra

te

Target

13



Performance with ASQM (partially congested)
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Performance with ASQM (congested)
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Performance with ASQM (congestion collapse)
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Ideal Operation Point
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Performance-driven Admission Control
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if efficiency > threshold (10%):
admit more load

else:
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Performance-driven Admission Control
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Evaluation
Testbed Setup

- xl170 in Cloudlab
- 11 machines are connected to a single switch
- 10 client machines / 1 server machine
- Implementation on Shenango as a RPC layer

Metric
- Goodput: Throughput of the responses whose end-to-end 

latency is less than the target delay
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Evaluation

Baselines:
Breakwater

credit-based overload control with server-side queueing delay
SEDA

end-to-end latency-based adaptive overload control for staged 
event-driven architecture

(1) Does Protego achieves high throughput and low tail latency under 
unpredictable lock contention?

(2) How fast the client is notified with the rejected requests?
(3) How request drop affects end-to-end latency?
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Evaluation: Lucene
COVID Tweet workload
- 403,619 COVID-related tweets
- Query word distribution follows word distribution in tweets
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Evaluation: Memcached

Client

Server1

SET-heavy workload (VAR)
- 82% SET, 18% GET requests
- 10% of the key used by 90% of the 

requests
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Conclusion
• Protego is an overload control designed to handle 

unpredictable lock contention effectively.
• Protego’s key components include

(1) Active Synchronization Queue Management (ASQM)
(2) Performance-based Admission Control

• Our evaluation shows that Protego achieves
(1) High throughput and low tail latency under 

unpredictable lock contention
(2) On-time failure delivery for a rejected request 
(3) Effective scaling to multiple machines
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Thank you!
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